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Criteria for Evaluating Computer-Based Speech-Recognition Charting Systems for the Emergency Department: 
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Keith Conover, M.D., FACEP, Information Systems Coordinator, 
Department of Emergency Medicine, Mercy Hospital of Pittsburgh
Pittsburgh, PA  15219-5166   kconover+@pitt.edu
There are now several continuous-speech Emergency Department charting products.  They are all very different products, so comparisons are difficult.  However, it is possible to make comparison easier -- by listing considerations for judging the suitability of the products for a particular ED. Comments and suggestions for improvement will be greatly valued -- email to the above address preferred.

There are big differences in the philosophy and design of continuous-speech products.  One product (Powerscribe) is modeled after a traditional transcription system – you dictate into the system, can use a “backspace key” to go back and listen to or record over your dictation. Only when you press a key is the text recognized and appears on the screen.  For ease of transition from traditional dictation, and for an easy learning curve, this seems great.  However, I am unconvinced that this is the best interface for long-term use in the ED – other attempts to use pre-computer designs on computers have fallen by the wayside, as they don’t leverage the computer’s strengths.  For example, do you use a word processor that expects you to hit the carriage return (enter) key at the end of each line?  On the other hand, voice-activated “fill-in-the-blank” template systems will eventually mutate or fall by the wayside, as free-text dictation is so fast.  

Items and their Weighting 
The weighting of each item will vary, depending on the type of ED -- for instance, slope of the learning curve will be very important for a teaching ED, whereas for a community ED the ultimate speed of use is more important. If your computer is out in the middle of the ED, noise items will be critical -- but if your computer is in a nice, quiet room, they may be less important.  Note: this grade sheet is solely for continuous-speech ED charting products, not for mouse-based or other types of charting products like the T-system – this assumes that your ED has already made the decision to use computer-based speech recognition.

For most systems, you can obtain an estimate of the "with minimal training" grades during demonstrations by the vendor - schedule enough time to try it out and see for yourself, about 2-3 hours.  For the "with considerable experience" grades, you'll have to contact someone who already uses the system and likes it. Vendors are generally eager to give you the names of such people!

You will also note that base accuracy and speed count as only one of many different items, and is not weighted heavily.  This is intentional – especially when trying out one of these products at a demonstration, accuracy is what impresses you.  But once you’ve been using one of these products for a while, you probably will find, that other factors are more important.  Correction, in particular, is what slows you down.  And, although accuracy makes a difference in how many corrections you have to make, differences in accuracy are easily overwhelmed by how long it takes you to find and correct each mistake.

Things to Watch for in the Future

You may have already noted that some of the subjects in the Report Card seem mutually exclusive -- for instance, pure template systems are good at QI monitors but slow and lousy at producing quality charts, and the opposite is true for pure transcription.  The best systems will balance these and come up with a good compromise, or with new paradigms that provide the best of both.

In one or two years, parsing systems that do real-time analysis as you dictate will be the state of the art for these systems -- this has been dubbed a “mother-in-law” program. A somewhat facetious example:  You hear in your headset “OK, dummy, if you just mentioned one more system in you ROS you’d get paid $50 extra for all the work you did.  And, didn’t you realize that this kid might have meningitis?  You totally forgot to mention the suppleness of the neck and whether there was a rash.  And what about the Kernig’s and Brudzinski signs?  Go back and re-examine the patient right now.”  But since such effective real-time parsing is at least a year or two  in the future, you need to make decisions based on what is available now or in the next six months – and that now-to-six-months technology is what I’ve tried to include in this document.

How to Use the Report Card

Expectations will change as the technology and the interfaces improve.  Nonetheless, in using the criteria at present, I suggest you use the well-known "A, B, C, D, F" rating scale – but basing this on what would be an essentially perfect system being an A.  And at this point, something that gets a good solid "C" overall is really quite good for this stage of the game.  This is also an indication to the vendors of the work still left to do.  Those evaluating systems will of course also have to factor in other things, such as cost, integration with other computer systems, and vendor evaluation.  Nonetheless, some sort of "grading system" for the system itself seems worthwhile.

Then, modify the weighting to reflect your particular ED’s characteristics.  The weights I’ve put in the report card are for my particular ED.  I’ve used a 1-10 scale, but you can use whatever scale you wish, as long as you use the same scale and weighting for different products (remember to change on the last page "spreadsheet" too).  Next, assign a number to each grade -- I suggest the following:  A=4, B=3, C=2, D=1, F=0.  Now multiply the grade for each item by the weighting, and total up all the points.  Complete a report card for each product.  Whichever gets the highest number wins.  If somehow the answer you get doesn’t meet with your subjective impressions, go back and reconsider the weighting.  Products improve all the time, so don’t hesitate to go back and re-grade a product.

My most profound apologies for any inaccuracies or misrepresentations.  This field is changing week-by-week, and I’m working to include the latest information, at the risk of significant error.  I’ll post an updated version of this at my Web site, www.pitt.edu/~kconover, when I receive significant updates. If you download the Word 97 version, you can plug in numbers on the "spreadsheet" on the last page, and then use your mouse to select the total column, and press F9 to calculate the total score for each product's column.  Again, thanks in advance for your comments.                                                      

--KC

Item
Weight
Grade
Comments

Base speed and accuracy of recognition:


This recognition needs to get to a certain minimum level for the product to be usable.  However, one should not overemphasize the importance of speed and base accuracy -- other factors such as interface and speed of correction will easily overwhelm several percentage points in speed and base accuracy.  For another thing, with increasing speed of CPUs and increasing sophistication of the speech engines, accuracy will improve over time with updates of the program. This should be rated at two levels -- (a) will be more important for teaching EDs, (b) for community EDs or teaching EDs that are using the product for attending-only dictation.

· with minimal (2-4 hours) training

2



· with considerable experience (a month of dictation)
4



Speed of correction:


In an analysis of speech-recognition software in PC Magazine, 3/10/98, speed of correction easily overwhelmed differences in the speed or base accuracy of dictation.  Features that contribute to speed of correction include:  right-mouse-click to select an alternative word (e.g., VoiceDOC), say “Take-1” or “Take-2” etc. to select an alternative (e.g., Clinical Reporter), listening to what you said that corresponds to the word on the screen (e.g., Powerscribe), and being able to delete backwards by word by pressing a “delete-that” key (e.g., Clinical Reporter).

· with minimal (2-4 hours) training
4



· with considerable experience (a month)
8



Microphone/Noise Issues


All continuous-speech engines, as far as I can tell, contain “adaptive leveling”: as noise levels gradually increase or decrease, over about 2-3 minutes, the software resets to the new noise level. However, this cannot deal with sudden changes in noise levels, as often occurs in an ED. Therefore, some method of immediately resetting the sound levels may be needed – some packages (e.g., Clinical Reporter) allow a quick recording of background level and your voice level to reset the level, others (e.g., VoiceDOC) have you use the Windows microphone sliders to manually set the levels. The design of the microphone is also important if you will be dictating in a potentially-noisy environment. Microphones that include a second noise-canceling microphone element are more effective at removing noise than CPU-based “noise-canceling” – microphones that do hardware noise-canceling at the microphone don’t pass the noise through the sound-card amplifier. Electret microphones also seem to work better than piezoelectric microphones in noisy environments.  Regardless, you should not buy a system until you try it in the noise environment of your ED. There are also other microphone considerations; some ED staff hate headsets, and a good noise-canceling handset may do much to gain acceptance of a speech-recognition charting system. Other microphone designs, such as the Philips speechmike, include additional functions such as a trackball – but as I type this, an effective noise-canceling version of the speechmike is not available.

· adaptive leveling

10



· setting sound levels 

4



· at-the-source noise-canceling
10



· microphone design
5



· Completeness of charts (HCFA billing compliance)
4

This topic has gotten a lot of press recently. A system that reminds one to add another item in the review of systems, or in the physical exam, to meet HCFA billing requirements, can save much money. One system has you saying the names of, and dictating “into” the various ROS and PE sections of a chart, then using this to check off the number of items completed (VoiceDOC). Another system (Powerscribe) plans to “listen” to you as you dictate free text, and as you say headings or particular keywords for ROS or PE items, check off items as complete (projected Q4 98 or Q1 99).  A third system (Clinical Reporter) allows use of a template system to dictate ROS and PE, and a special window “counts” the number of ROS or PE items as they are completed.  A true “parsing” system (from L+H, called Level Assist, projected Q4 98 or Q1 99) will work with their Clinical Reporter even if used “free-text-mode” without templates, also with any other ASCII dictated chart. With Clinical Reporter, it is a “button” that one can press, when paused in dictating, to analyze the chart to get an analysis of the HCFA levels of the history, physical exam, and medical decision-making components.

Overall user interface


The quality of the user interface is very subjective and thus hard to grade – but is in many cases what determines whether users like the program or hate it, and whether they agree to use it or refuse.  For the new user, an intuitive interface (one with good affordance) is important.  For the experienced user, an interface with good idioms and that is efficient (minimal clicks/keystrokes/words to accomplish common tasks) is more important. See the printout of my presentation on user interface design for more information about this.

· with minimal (2-4 hours) training
4



· with considerable experience (a month of dictation)
10



· Quality of charts produced
8

Comment: one (legitimate) critique of charts produced by some template systems is that they all look the same -- they contain essential information but none of the details that are sometimes important for those trying to understand what really happened.  This "grade" is based on the quality of charts for providing documentation of the more subtle aspects of each patient interaction, and the quality of the narrative in terms of grammar, syntax, sentence structure and flow. Transcribed dictation would be an "A" for this (well, maybe, depending on the dictator and the transcriptionist).  This can be judged by a judge, one who doesn't know how the charts were produced, looking at a sampling of charts as one would for a case competition at a medical conference.

· QI monitors and pertinent negatives
6

This relates to items like: "Doctor, the plaintiff presented with fever.  Did you examine the skin for a petechial rash?  Did you evaluate Kernig's or Brudzinski's signs for meningismus?  Did you do a neurological examination?"  
This is NOT "completeness" where "completeness" means the number of ROS and PE "bullets" for billing purposes. Rather it is using reminders to include the pertinent negatives for specific complaints. Template-based systems such as Clinical Reporter excel at this, and usually the templates can be modified by the ED to include specific items that ED wants; for example, to comment on ASA being given for all patients with chest pain. The L+H Level Assist program referred to above, or other similar real-time parsing programs if and when developed, could also offer the ability to do both real-time and retrospective review such as “if this was thought to be an MI, did the dictator discuss thrombolytics or angioplasty?” and “if this was a child under 18 months’ age with a fever, did the dictator mention the fontanelle and a neck and skin exam?”

Worksheet:


Product A
Product B
Product C

Item/weight
Grade/weighted score
Grade/weighted score
Grade/weighted score

Speed/Accuracy

 Initial 2

 Later 4




Correction Speed

 Initial 4

 Later 8




Microphone

 Adaptive leveling 10 

 Noise-canceling 4 

 Setting sound levels 10

 Microphone design 5




Chart completeness 4




User interface

 Initial 4

 Later 10




Chart quality 8




QI monitors 6 




Totals
0
0
0

