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Abstract:  It is increasingly common to suggest that the combination of evolutionary theory and normative realism leads inevitably to a general skepticism about our ability to reliably form normative beliefs. In what follows, I argue that this not the case. In particular, I consider several possible arguments from evolutionary theory and normative realism to normative skepticism and explain where they go wrong. Then I offer a more general diagnosis of the tendency to accept such arguments and why this tendency should be resisted.

What are the epistemic implications of discoveries about how our belief-forming faculties developed?  Should such discoveries ever reduce our confidence in these faculties? Should they ever increase it? And if so, when?  

These sorts of questions about the relationship between the origins of our belief-forming faculties and our epistemic evaluation of these faculties form one of the more important issues within contemporary epistemology. In what follows I hope to consider at some length one particular connection of this sort - a connection that some philosophers have taken to provide the basis for a powerful form of skepticism about certain broad classes of beliefs. 

In abstract terms, the sort of case I want to consider has the following features. First, suppose we are considering some belief-forming faculty F. And then suppose that the following things are true of this faculty: 


(i) This faculty is our only means of generating beliefs about some subject matter S. 

(ii) Our best explanation of how this faculty arose does not, on its own (without further use of this faculty), imply anything about its reliability in generating beliefs about S. 

(iii) This explanation does imply that human beings could have developed faculties of this sort that would have consistently tracked different properties than our actual faculties do.


For example, suppose that our faculties for making judgments about matters of taste evolved via a process of natural selection. And suppose that a scientific description of this developmental process makes no reference to facts about matters of taste. Then our best explanation of the development of these faculties would not, on its own, imply anything about their reliability. For it could have such implications only if it at some point mentioned certain facts about matters of taste, implicitly or explicitly.
  Finally, suppose that this explanation implies that these faculties could have developed to track different properties than they actually do. 

The question I want to consider is what impact this sort of discovery should have on our epistemic evaluation of these faculties. Some, I am sure, will feel right off the bat that the discovery that (i) - (iii) are true of some faculty should substantially reduce our confidence in this faculty. For it can seem obvious that discoveries of this sort are one of the reasons why we place so little faith in our beliefs about matters of taste. 

Now (i) - (iii) are not true of every faculty for belief formation. For instance, suppose that the best explanation of the development of our perceptual faculties is evolutionary in nature. In this case, the explanation in question will mention many of the properties that we perceive. For example, it will mention certain spatial properties - as well as many other physical and chemical properties of the objects around us.
 Moreover, this account will, on its own, imply that our perceptual faculties are generally quite reliable at tracking these sorts of perceivable properties. So it is plausible that (i) - (iii) are not true of our perceptual faculties. And this, as I will discuss further later on, does seem to give us some reason to increase our confidence in the beliefs generated by these faculties. 

So certain faculties satisfy (i) - (iii), while others do not. And this difference at least seems to have some epistemic significance. But it remains to be seen just how great this significance is. To consider this question, let me introduce the case that will be my focus in what follows: our faculties for forming normative beliefs. 

In what follows I want to understand these faculties in the broadest, most ecumenical way possible. This should be possible, because nothing in the arguments I will be considering rests on the particular constitution or psychology of these faculties. Thus, I will remain agnostic about what the contents of normative beliefs are and how this content is fixed. All that I will assume is that normative beliefs are capable of being true and false in at least a deflationary sense of these terms.
 And I will remain neutral concerning how exactly we do go about forming such beliefs. In particular, I want to allow for the possibility that such beliefs are formed through a reliance on emotions, on reflection, on rational intuition, or whatever else we can imagine. 

Such an ecumenical stance is possible because the same basic issues arise no matter what characterization of these faculties we give. For however we characterize them, it is likely that our normative faculties will satisfy (i) - (iii) as defined above. After all, if we understand our normative faculties to involve all of our emotional and cognitive resources for forming normative beliefs, then these faculties will provide our sole means of generating beliefs about normative matters. And so they will satisfy (i). And our best evolutionary explanation of how these faculties arose will make no reference to the reliability of these faculties as such. For, much as in the case of matters of taste, this explanation will not make mention of any normative facts at all.
 Finally, our best evolutionary explanation of our normative faculties is likely, to some degree at least, to show that we could have developed normative faculties that track different properties than our actual normative faculties do.


Now, there is an important caveat to these claims. For suppose we were able, on general philosophical grounds, to give a reduction of normative facts to the sorts of non-normative facts that are mentioned in the best evolutionary account of these faculties. Then an evolutionary account of the origins of these faculties might have implications for the reliability of these faculties that do not depend on any reliance on these faculties. For instance, suppose we were able to show on general philosophical grounds that the normative truth is dependent on what we take the normative truth to be. If we did have a general philosophical argument of this sort for the claim that normative truths are mind-dependent, then this, together with evolutionary theory, might well imply that we are reliable in tracking the (mind-dependent) normative truth.


Thus, if there is a skeptical argument lurking behind these considerations, one way to avoid it might be to give a mind-dependent characterization of the nature of the normative.
 Unfortunately I find the claim that it is possible to reduce the normative to the non-normative without relying on the output of our normative faculties implausible.
  Thus, although this is an important response to these concerns, I want to set it aside in what follows. In other words, for the purposes of this paper I will assume that normative properties cannot be reduced to any sort of non-normative properties on grounds that are independent of the deliverances of our normative faculties. And, in particular, I will assume that they are not reducible to any sort of non-normative mind-dependent properties on general philosophical grounds. As such, my goal is to explore what the epistemic implications of these questions should be, taking for granted a naive sort of metaphysical realism about the normative that views normative facts as (at least potentially) mind-independent.

The following facts, then, should not be taken to be in dispute, at least for the purpose of this essay. First, that our normative faculties provide our only means of access to matters of a normative sort. And second, that our best explanation of the origins of these faculties does not, on its own, imply anything about the reliability of these faculties. What is in dispute is the epistemological significance of these claims. For these facts, taken together, have seemed to some to provide the basis of a particularly compelling argument for normative skepticism - at least so long as we remain normative realists. 

1.  The Evolutionary Challenge to Normative Realism
The best developed version of this sort of argument from normative realism and Darwinian theory to skepticism that I know of appears in Sharon Street's ‘A Darwinian Dilemma for Realist Theories of Value’.
  There Street writes:


Ultimately, the fact that there are any good scientific explanations of our evaluative judgments is a problem for the realist about value. It is a problem because realism must either view the causes described by these explanations as distorting, choosing the path that leads to normative skepticism or the claim of an incredible coincidence, or else it must enter into the game of scientific explanation, claiming that the truths it posits actually play a role in the explanation in question. The problem with this latter option, in turn, is that they don't. The best causal accounts of our evaluative judgments, whether Darwinian or otherwise, make no reference to the realist's independent evaluative truths. [Street 2006: 47]


Why do authors such as Street believe that evolutionary theory forces the normative realist into skepticism? In considering this question, we need to first note that there is a gap between the claim that the development of our normative faculties was sensitive to factors X,Y, and Z and the claim that the normative judgments we make today are sensitive to these factors. For, of course, the second of these claims does not follow immediately from the first.


In particular, in the case of our normative judgments one might well question whether the normative judgments we actually make today are particularly sensitive to the factors that were relevant to the evolutionary development of our normative faculties. For, on the contrary, one might argue that the normative judgments we accept today are, in large part, the product of highly developed patterns of moral reasoning and reflection - patterns of thought which are both culturally conditioned and in no way specific to the normative domain. Thus, at least to the degree that this is the case, one might claim that there is no reason to think that our considered normative judgments will be generally sensitive to the factors that guided the evolution of our normative faculties.


Many realists with whom I have spoken about these issues find a response of this general sort to Street's concerns attractive, but it seems to me unlikely to provide the realist with a compelling response to her concerns on its own. The reason for this is simply that, while our considered normative judgments are the product of much higher-level reasoning and reflection, the material on which this reasoning and reflection operates is still supplied by our basic normative responses to certain sorts of stimuli - and these responses are clearly very much the product of the sorts of evolutionary pressures that Street describes. So, if we think that these pressures are thoroughly distorting, we should also think that the materials on which our normative reasoning and reflection operate are worthless in the manner Street describes. And if this is the case, surely we should have little faith in the normative judgments that are the product of reasoning as applied to these materials.
  Simply put, garbage in, garbage out.
 


For this reason it seems to me that this response to Street's concerns is unlikely to be successful, at least on its own.
  But if we give up on the idea that this line of response is sufficient on its own to reply to these concerns, is there any other way for the realist to respond to them?

In considering this question, it is important to remember that the skeptic we are considering wishes to be skeptical about our normative faculties (in so far as these are supposed to track mind-independent normative truths) but not about our perceptual faculties. Thus, the skeptical argument we are considering is supposed to be differential in nature - it is supposed to apply to our normative faculties, but not to our perceptual ones.

According to the skeptic we are considering, it is possible to give a differential argument of this sort because of the following fact: while our best evolutionary account of the development of our perceptual faculties implies that they will be reliable in many cases, the same is not true of an evolutionary account of our normative faculties. But, however we understand it, the “evolutionary vindication” of our perceptual faculties that is available to us in no way shows these faculties to be reliable in all possible circumstances. For the data that supports evolutionary theory is itself based on our perceptual experiences. And so evolutionary theory itself rests on a tacit assumption that we are not in one of the traditional skeptical scenarios. Thus, in order for an evolutionary vindication of our perceptual faculties to get off the ground, we must start off by assuming that we possess some sort of initial entitlement a priori to assume that our perceptual faculties are operating reliably.


But now note that the skeptic's argument against the normative realist's position is supposed to be based in empirical, a posteriori evidence about the causal origins of our normative faculties. Thus, this argument gives us no reason to distinguish between our perceptual and normative faculties a priori. And, in particular, it gives us no reason to reject the idea that the same sort of a priori entitlement exists in the normative case as does in the perceptual. Nor could his argument provide us with any reason of this sort, in so far as it is avowedly empirical in nature. Thus, the skeptic we are considering has given us no reason to think that the a priori status of our perceptual faculties is different from the a priori status of our normative faculties. And so if we do have an a priori entitlement to trust our perceptual faculties, the realist is perfectly entitled to assume that the same is true with respect to our normative faculties as well.

Thus, the argument we are considering here should not be thought of as attacking the existence of a defeasible a priori entitlement to take our normative faculties to be reliable. For if it did, it would only beg the question against the normative realist. Rather, the aim of this argument is to show that this entitlement is defeated in the normative case, but not in perceptual one, by the implications of evolutionary theory for the reliability of these faculties. Or in other words, the skeptic hopes to show that these implications give us new a posteriori evidence that makes it highly improbable that we developed reliable normative faculties, even given a defeasible entitlement to take them to be reliable.

2. A Challenge for the Challenger

Why might the skeptic think that the origins of our normative faculties give us defeating information of this sort? To consider this question, let's assume that the best explanation of the development of our basic normative faculties is evolutionary in nature. This explanation will claim that we developed the normative faculties we possess because these sorts of normative faculties were either directly or indirectly selected for via a process of natural selection.
 Thus, if we accept this explanation, we must accept that either the properties our normative faculties track (as a result of natural selection, etc) generally do have the sort of normative significance we take them to or our normative faculties are in fact unreliable at tracking the normative truth. Or, in other words, we must accept the following disjunction: 


DISJUNCTION: Either the properties our normative faculties track (as a result of natural selection, etc) generally do have the sort of normative significance we take them to or our normative faculties are generally unreliable. 


But acceptance of this disjunction does not force us into normative skepticism. For it remains open to us to accept that the properties our normative faculties track (as a result of natural selection, etc) do have (the relevant sort of) normative significance, at least in a great many cases. If we think this, DISJUNCTION is fully compatible with our normative faculties being reliable.

Thus, if evolutionary theory is going to force us into normative skepticism, DISJUNCTION must be supplemented with the claim that the properties our normative faculties track (as a result of natural selection, etc) are unlikely to have (the relevant sort of) normative significance. This, though, is a normative claim. And an evolutionary explanation of the development of our normative faculties does not make any explicit claims one way or the other about such normative claims. Thus, the skeptic we are considering needs to explain why, given evolutionary theory, we should accept this normative claim.

One source of potential reasons for accepting a normative claim is of course our own normative faculties. So what sort of verdict do we reach when we evaluate the normative claim under consideration using our normative faculties and the normative judgments they support?

Well, there will be cases in which our normative faculties indicate that the properties one of our normative faculties tracks do not have normative significance. For instance, careful study of some of our emotional reactions reveals that these reactions track properties that most of us do not take to have much normative significance. To choose one example, our reactions of disgust are highly sensitive to what we might call “cleanliness” or “purity” - factors that most of us, upon reflection, do not regard as significant in many cases.


Of course, when we discover this about one of our normative faculties, we should cease to regard this faculty as a reliable source of information about what has normative significance - which is just the attitude many of us have come to have towards our feelings of disgust. But this is not the case across the board. For many of the properties our normative faculties track are properties that we take to have (the relevant sort of) normative significance. (Something that should hardly be surprising since these faculties determine what we take to have this sort of significance.) For example, evolutionary theory indicates that our basic normative faculties developed so as to track our own pain and the pain of those around us. And it indicates that these faculties are also responsive to relations of reciprocity in a wide variety of ways.  These are all properties that we do, upon reflection, take to have normative significance.
  So in all these cases, our considered normative judgment is that the factors that shaped the development of our normative faculties do in fact have the relevant sort of normative significance. Thus, these judgments, plus evolutionary theory, do not immediately give us any reason to be skeptical of these faculties.

This is all the more true, once we move from considering the verdicts of our basic normative faculties to considering the normative beliefs we arrive at by filtering the verdicts of our basic normative faculties through our capacities for reflection and reasoning. Thus, if we rely on our normative faculties, we will come to the conclusion that many of the properties our normative faculties - taken to include our capacities for normative reasoning and reflection - track do in fact have (the relevant sort of) normative significance. And if we think this, we can accept DISJUNCTION without accepting the sort of generalized normative skepticism that authors like Street want to force upon the normative realist. 

For this reason this case is quite different from certain cases that might superficially seem very similar to it. For instance consider the following case:



(God is My Copilot): Suppose I have a “metal detector” that works as follows. I place the machine next to some sample of metal and it answers ‘YES’ if the sample is metal and ‘NO’ if it is not. And suppose I take this machine to be 90% reliable at detecting metal objects. Now suppose I discover that this machine was not designed to detect metal, but instead was designed to spell out religious messages in Morse code. And suppose I confirm that the machine has in fact been spelling out such messages thus far. Should I continue to remain confident in this machine's reliability? 


The obvious answer is no. After all, I have good evidence that the machine's responses will in the future be determined by whether or not a ‘YES’ is required to continue spelling out the relevant religious message. And if I imagine placing such a machine in the various scenarios that are epistemically possible for me, these answers will correctly indicate the presence of metal only 50% of the time. 

What, then, is different about this case and the normative case? Much as in the normative case, the explanation we have of the “metal detector’s” origins forces us to accept the following disjunction: 


METAL-DISJUNCTION: Either metal is distributed in the actual world so that the samples I test will be metal just in case a ‘YES’ is required in order to continue spelling out the relevant religious message or my “metal detector” is unreliable. 


But, unlike in the normative case, in the metal detector case we have a great deal of evidence (from sources other than our metal detector) about how metal is generally distributed in the world. And this evidence makes it highly improbable that metal will be distributed in the world in the manner that is required if the detector is to be reliable. So in this case, since we have independent evidence against the first disjunct of METAL-DISJUNCTION, we can argue from METAL-DISJUNCTION to the claim that our metal detector is unreliable. 

This is not possible in the same way in the case of our normative faculties. For in this case, we have no source of evidence about which things have normative significance that is independent of our normative faculties. And our normative faculties support the claim that the properties our normative faculties track (as a result of natural selection, etc) very often do have (the relevant sort of) normative significance. So we cannot argue from DISJUNCTION to normative skepticism in this way. 

3. The Challenge Refined and Rejected

So the case of our normative faculties is not as similar to cases like God is My Co-Pilot as it might at first seem. But perhaps there is some other way of arguing from DISJUNCTION to normative skepticism? In particular, perhaps evolutionary theory provides us with further information about our normative faculties that might close this gap? 

Three possibilities seem particularly salient in this regard: 


(1) It might be thought that evolutionary theory should defeat our entitlement to trust our normative faculties because it shows us that their development was not sensitive to whether they are reliable. 

(2) It might be thought that, given evolutionary theory, considerations relating to relative frequency show us that our normative judgments are unlikely be reliable.

(3) It might be thought that the sort of explanatory “coincidence” that is involved in the realist's explanatory account is sufficient to defeat our entitlement to trust our normative faculties.


Let's consider each of these options in turn. 

3.1 Arguments from Insensitivity

If evolutionary theory is correct, then it is not the case that we developed the normative faculties we did because these faculties were a reliable guide to the normative truth. For, of course, our best evolutionary account of their development will (on its own) be mute on whether the properties they developed to track have normative significance. Thus, our best explanation of the origins of these faculties will not imply that their development was sensitive to whether or not they were reliable. And the normative skeptic may insist that this gives us good grounds for skepticism about their reliability.

More precisely, she might argue as follows: 


(i) Our best explanation of the origins of our normative faculties does not imply that their development was sensitive to whether or not they were reliable. 

(ii) Therefore, we should believe that the development of our normative faculties was unlikely to be sensitive to whether or not they were reliable. 

(iii) If we believe that the process by which some faculty developed was unlikely to be sensitive to whether or not this faculty was reliable, and we do not have any evidence that is independent of this faculty that the faculty is reliable, then we should not trust this faculty. 

(iv) We do not have any evidence, which is independent of our normative faculties, that these faculties are reliable. 

(v) Therefore, we should not trust these faculties. 


Given the assumptions, above, the first and fourth premises of this argument are not open to serious doubt. And its third premise is simply a variant of a plausible general epistemological principle, namely: 


INSENSIVITIVITY: If the process by which some faculty developed was not sensitive to whether or not this faculty was reliable, and we do not have any evidence that is independent of this faculty that the faculty is reliable, then we should not trust this faculty. 



Once again, this principle (or something very like it) is hard to reject. So the problem with this argument does not lie in its third premise. Rather, the problematic move comes in the move from (i) to (ii), where the normative skeptic infers that the development of our normative faculties was unlikely to be sensitive to whether or not they were reliable from the fact that our best explanation of the origins of our normative faculties does not imply that their development was sensitive to whether or not they were reliable. 

Why is this problematic? Evolutionary theory tells us that the development of our normative faculties was sensitive to certain non-normative properties. But this, on its own, tells us nothing about whether the development of these faculties was sensitive to their reliability. For we can answer this question only by determining whether or not the non-normative properties which the development of our normative faculties was sensitive to actually do have normative significance. If these non-normative properties do have (the relevant sort of) normative significance, then the development of our normative faculties would turn out to have been (indirectly) sensitive to the normative truth. And so, their development would turn out to have been (indirectly) sensitive to their reliability, contrary to the skeptic's claim in (ii). 

In other words, in evaluating the reliability of our normative faculties, it doesn't matter whether or not our normative faculties developed so as to track the non-normative properties that have normative significance because these properties have normative significance, so long as the development of our normative faculties was sensitive to the distinction between properties that do have normative significance and those that do not for some reason. And since evolutionary theory is completely mute on which properties have normative significance, it gives us no evidence about whether or not this was the case. That is, it gives us no reason to reject the possibility that the development of our normative faculties was indirectly sensitive to their own reliability. So it can hardly give us a basis for moving from DISJUNCTION to normative skepticism in this way.


3.2 Arguments from Frequency
Faced with this line of response, the skeptic might insist that while (ii) does not follow from (i) deductively, evolutionary theory does give us good reasons to assign a high probability to (ii) all the same - which brings us to the second general type of argument noted above.

The thought here, I take it, is that given what evolutionary theory tells us about the origins of our normative faculties, we should conclude on the basis of ordinary reasoning about frequencies that our normative faculties are highly unlikely to be reliable. For example, we might think to ourselves, ‘There are so many different ways in which evolution might have led us to make normative judgments. Given this, isn't it extraordinarily unlikely that the way we were actually led to make these judgments is a reliable one?’


This thought is a seductive one. But I doubt that it can be made to work in the present context. To see why, let's try once again to make the line of argument here precise. The argument we are concerned with runs as follows:


(i) Evolution might have led to the development of normative faculties in a wide variety of different ways.

(ii) Only a small subset of these ways would have led to the development of creatures that were reliable in making normative judgments.

(iii) Thus, given only the fact that the development of some creature's normative faculties was the product of evolution, it is highly unlikely that this creature is reliable in making normative judgments.

(iv) Thus, given the total evidence available to us now, it is highly unlikely that we are reliable in making normative judgments.


As I just noted, there is something attractive about this argument, but I think the normative realist can reasonably resist it at at least two different points.

First, it is doubtful whether evolutionary theory supports anything as strong as premise (ii) of this argument. For, on the contrary, the current state of evolutionary theory supports the claim that we would have developed normative faculties that are sensitive to factors like our pain and the pain of those related to us, beginning from a wide range of initial conditions. And it supports a similar claim about the range of initial conditions from which we would have developed normative faculties that were sensitive to issues of reciprocity.
 But so long as we are sensitive to these sorts of factors, and have our general capacities for normative reasoning and reflection, we stand a good chance of arriving at normative judgments that are reasonably reliable, at least by our present lights.

Thus, given what evolutionary theory tells us about the different ways in which our normative faculties might have developed, we have no reason to think that a minority of these different ways would have led us to make normative judgments in a reliable manner. And so, given the current state of evolutionary theory, the normative realist is perfectly entitled to reject premise (ii) of this argument.

Still, in so far as these conclusions are based on the current state of evolutionary theory, they are tentative at best. But it seems to me that even if we accept premise (ii) of this argument, we still might reasonably resist its conclusion by resisting the move it makes from (iii) to (iv). For in making this move, the skeptic assumes that we have no more reason to think that our own normative faculties are reliable than we have to think that the normative faculties of an arbitrarily chosen product of evolution are reliable. And this, I submit, is a claim that the normative realist can reasonably reject.

There are at least two salient ways in which a normative realist might reject this claim. First, he might insist that the evidence provided by our own normative faculties gives us a reason to regard these faculties as reliable even though we would not regard the faculties of an arbitrarily chosen product of evolution as reliable in the same way. To take this line would be to take the sort of attitude towards one's normative faculties that Jim Pryor advocates we take towards our perceptual faculties in his discussion of perceptual “dogmatism”.  [Pryor 2000]  Thus, in so far as this line is plausible, the realist may appeal to it to resist the move from (iii) to (iv).

Of course, such a response is controversial, even in the perceptual case. But even if we do not take this line, we can resist the move from (iii) to (iv). For remember that we are assuming for the sake of argument that we do possess some sort of a priori entitlement to trust both our normative and our perceptual faculties. Now, consider the set of all the possible normative faculties of any sort. Surely, in this broad class of normative faculties, most possible normative faculties will be not terribly reliable, by our current lights. Thus, our a priori entitlement to trust our normative faculties must amount to an entitlement to treat our own normative faculties as more reliable than the normative faculties of an arbitrarily chosen creature. But if we have a general entitlement of this sort, why shouldn't we also be entitled to regard our normative faculties as more reliable than the normative faculties of an arbitrarily chosen product of evolution? After all, this latter entitlement is simply a restricted version of the former entitlement - an entitlement that we are taking for granted here. Thus, given the terms of our debate, the normative realist has been given no non-question-begging reason to accept the assumption on which the move from (iii) to (iv) in this argument rests. And so he has at least two possible means of resisting this argument available to him.


3.3. Arguments from Coincidence

Thus, while INSENSITIVITY seems to me a plausible epistemological principle, it can only support an argument for normative skepticism in the present context when paired with a fallacious inference. And the normative realist has a wide variety of ways available to him to resist a frequency-based argument for normative skepticism. But what of the idea that we should not trust our normative faculties because, given evolutionary theory, doing so would involve accepting a sort of coincidence that we should find a priori unlikely? 

The idea here, I take it, is the following. The normative realist's account of the reliability of our normative faculties will, of necessity, involve the conjunction of two claims: (i) the claim that our faculties developed so as to track certain non-normative properties, and (ii) the claim that these properties have (the relevant sort of) normative significance. And at a certain point in his account, the normative realist's explanation of normative claims like (ii) will come to an end. That is, his explanation of these normative claims will bottom out in certain basic claims about what has normative significance - claims for which no further explanation can be given.

At this point, the realist will be left with two sets of claims. First, there will be the non-normative claims that form the foundation of his non-normative theory. And, second, there will be the foundational normative claims about how the normative supervenes on the non-normative that I have just described. At this stage, the realist will have to concede that there is no explanatory relationship between these two sets of claims. For, unlike certain normative anti-realists, the normative realist does not think that claims of the second type are true because of claims of the first type or visa versa. Nor does he think that these two sets of claims may be connected together through an appeal to some common cause - or at least he does not think this in the most fundamental cases. 

Thus, the normative realist's account of the reliability of our normative faculties rests on a conjunction of claims, which have no explanatory relationship with one another. Does this give us any reason to reject his account? 

It will do so only if we have some reason to think that it is unlikely that this conjunction is true. But, for reasons we have already discussed, it is plain that our normative faculties do not give us any reason to think this across the board. So if the nature of this conjunction should make us skeptical of it, this must be because of some reason we have to be skeptical of conjunctions of this general sort. Or, in other words, it must be because we should believe a priori that conjunctions of this sort are unlikely to be true. 

In keeping with this line of thought, the normative skeptic might argue here as follows: 


(i) If there is no explanatory relationship between P and Q, then it is a priori unlikely that the conjunction P AND Q is true. 

(ii) The normative realist's account of the reliability of our normative faculties rests on a conjunction of this sort. 

(iii) Thus, we should regard the normative realist's account of the reliability of our normative faculties as a priori unlikely. 

(iv) Thus, given normative realism, we should regard it as a priori unlikely that our normative faculties are reliable. 


This argument, if successful, would provide us with good reason to be skeptical about our normative faculties. But is this argument sound? And, in particular, is its first premise true? 

Well, considerations of this sort surely do sometimes have a defeating effect. For example, consider again the case of God is My Copilot. In this case, we discover, in effect, that the claim that our “metal detector” is reliable would involve a conjunction of the sort under discussion. And in this case, this discovery does seem to function as a defeater for our entitlement to trust our detector. But this should not be taken to imply that premise (i) of the above argument is correct. 

To see why, we need to remember that in God is My Copilot we have excellent background evidence about how metal is distributed in the world. And this evidence supports the claim that a machine is likely to be a reliable metal detector only if there is an explanatory connection between how it functions and how metal is distributed. In particular, in this case we have excellent independent evidence about what things are metal, evidence that makes it highly unlikely that a machine that was designed to spell out religious messages would also be an effective metal detector. 

Once again, in the normative case, things are very different. In this case, we have no independent evidence about how normative properties are distributed. That is, we have no independent evidence about how normative properties are correlated with non-normative properties. So, at the very least, the sort of reasoning we employ in the case of God is My Copilot is unavailable to us in the normative case. 

Still, there remains the question of whether premise (i) of the above argument is correct. If what I have just said is right, then we do not need to accept this claim in order to explain why the discovery that some source of information would only be reliable given an explanatorily-unrelated conjunction often plays a defeating role. But perhaps we should still accept (i), not because it is required in order to deal with ordinary cases of defeat, but simply because it is a plausible a priori principle? 

What should we say about this issue? I do think we should have an a priori preference for theories that have a greater degree of explanatory coherence. Thus, all other things being equal, it seems to me that we should prefer a theory that involves fewer conjunctions of the sort mentioned in premise (i) of this argument to one that involves more. And it may be that one advantage of certain forms of normative anti-realism is that they involve fewer conjunctions of this sort than normative realism does.


Still, this is only one factor, among many, that we need to consider in evaluating which total theory of everything we should accept. And moreover, it seems to me that any theory of everything will involve a good number of conjunctions of the sort mentioned in premise (i). So it is not as if the existence of some conjunctions of this sort should disqualify a theory from consideration. After all, in any theory, explanation will come to an end with some list of basic principles or claims - principles or claims that have no explanatory relationship to one another. Thus, it is simply not an option to regard all such conjunctions as highly unlikely a priori in the manner one would have to do in order for the argument we are considered to succeed. At most, we should regard theories that involve more conjunctions of this sort as somewhat less likely a priori than theories that involve fewer such conjunctions (all other things being equal).


For these reasons, it seems to me that the right reaction to these considerations is the following. It is true that the fact that the normative realist's theory involves a conjunction of explanatorily-unrelated claims is a strike against his account.
 So it is true that this fact counts against his account of the reliability of our normative faculties. But it would be foolish to think that this consideration, on its own, could serve as the basis for an argument like the one under consideration. Rather, in order to consider whether the normative realist's account of the reliability of our normative faculties should be rejected we need to compare this theory with its competitors, weighing all of their respective costs and benefits. And thus far, we have been given no real reason to think that the normative realist's account will be the loser when we perform this comparative exercise.


4. Immodesty, Reflective Endorsement, and Vindication

Thus, we may safely reject the idea that reflection on the origins of our normative faculties gives us decisive grounds for normative skepticism, even given a very robust sort of normative realism. But haven't I neglected something essential in my treatment of these issues thus far? For even if these skeptical arguments don't succeed, doesn't evolutionary theory give us some additional reason to believe that our perceptual faculties are reliable that we lack in the case of our normative faculties? 

The answer to this question can seem obvious. After all, an evolutionary account of the origins of our perceptual faculties will imply that these faculties are generally reliable, at least in certain areas. In fact, such an account of these faculties will presumably involve the claim that their development was selected for because of their reliability in tracking certain sorts of basic physical and chemical properties. So our best explanation of our perceptual faculties will, on its own, generate a positive verdict about these faculties general reliability.
 Moreover, this verdict has some epistemic significance. For while these results may not be surprising to us now, it is important to recognize that it was by no means obvious at the beginning of our inquiry into the origins of our perceptual faculties that this inquiry would have a positive, “vindicatory” result in as broad a range of cases as it does. After all, it might have turned out that our best explanation of the origins of our perceptual faculties itself called the reliability of these faculties into question, at least to some degree and in certain areas.
 Thus, it is not trivial that our best explanation of the origins of our perceptual faculties vindicates their reliability. For this test is one that it was possible that these faculties, at least some degree, might have failed. And so the fact that they do pass it should increase our confidence in their reliability.


As we noted above, the same line of thought does not apply to our normative faculties. For our best explanation of these faculties will have no direct implications, on its own, for their reliability. And so, in the case of normative faculties we seem to lack at least the sort of explanatory vindication we possess in the case of our perceptual ones. 

If this is right, then we have, after all, discovered at least one reason for being more confident in our perceptual faculties than in our normative ones. Given what we've said above, this difference will not be sufficient to generate any sort of normative skepticism. But does even this weak distinction between the case of our perceptual faculties and the case of our normative faculties actually survive reflection? 

If what I've just said is correct, then an evolutionary account of our perceptual faculties might well deliver a sort of vindication of them. But even if evolutionary theory can deliver this result, it can do so only by relying on these very faculties. Thus, even if evolutionary theory should increase our confidence in our perceptual faculties, it does not give us any reason to do so that is independent of a reliance on these faculties. 

Thus, the sort of vindication of our perceptual faculties that we receive from evolutionary theory will involve the following steps: First, we begin using our perceptual faculties to gain information about the world around and, eventually, to explain events in this world. Then, as this process continues, we eventually come to the task of explaining the very faculties we are using in this project. And this explanation may have implications for whether or not these faculties are themselves reliable. This, as I noted above, constitutes a real test of our faculties - for it is possible that the best explanation of these faculties development might call into question their reliability. But suppose that these faculties pass this test. The most that this shows us about these faculties is that they are what we might call, roughly following David Lewis, ‘immodest’.  [Lewis 1971] For what it tells us is that these faculties generate beliefs that themselves support their reliability. 

Thus, another way to describe what this test shows us is that it tells us that these faculties pass a certain sort of reflective endorsement test.
 For what it shows us is that when our faculties for generating explanations of events in the world are turned upon themselves, they generate an explanation of themselves that supports their own reliability. 

But if we think of the implications of evolutionary theory for the reliability of our perceptual beliefs as a case of reflective endorsement, then the natural parallel with an evolutionary vindication of our perceptual faculties is not, after all, an evolutionary vindication - or any other sort of explanatory vindication of our normative faculties, but rather a normative vindication of them when they are turned upon themselves (given our best explanation of the nature of things). After all, if we want to test whether our normative faculties pass the same sort of test that evolutionary theory shows that our perceptual faculties pass, we should ask whether these faculties generate beliefs that deliver a positive verdict about their reliability. And this amounts to wondering whether our best-developed normative theory (plus our background non-normative theory) delivers the verdict that our reliance on these faculties is justified - not whether our best developed explanatory theory on its own has this result. 

Thus, the relevant test of our normative faculties is not whether our best explanation of these faculties on its own implies that these faculties are reliable. Rather, if we want to apply a test to our normative faculties that corresponds to the test involved in an evolutionary vindication of our perceptual faculties, we need to test whether these faculties pass the corresponding sort of reflective endorsement test - that is, we need to test whether our best explanation of these faculties when combined with our best normative theory vindicates our reliance on these faculties. This gives us another reason to think that the question of whether our best explanation of our normative faculties, on its own, supports their reliability is an artificial and epistemically irrelevant one. And when we apply the epistemically significant test I have been outlining to our normative faculties, we get a very different result than the result suggested by the skeptical arguments discussed above. For if what I have argued above is correct, then if we ask whether our best explanation of our normative faculties together with our best normative theory supports the reliability of these faculties, we will in many places get a positive result. Which is just the result a normative realist would have predicted in the first place. 

The University of Pittsburgh
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� The paper below has benefited from discussions with many individuals, including Justin Clarke-Doane, Sinan Dogramaci, Dana Evan, David Enoch, Matt Evans, Don Garrett, Matt Kotzen, Geoffrey Lee, John Morrison, Tom Nagel, Derek Parfit, Bogdan Rabanca, Kieran Setiya, Sharon Street, David Velleman, and Tim Willenken.  Special thanks are also due to several anonymous referees.


� This condition is somewhat vague in at least one important sense.  In particular, it does not specify the ease with which we could have developed faculties of this sort. For more discussion of this issue, see the following and, in particular, the discussion of argument (B) in section III.


� Of course, these explanations plus our beliefs about matters of taste will have implications for the reliability of these methods.


� Of course, there may be perceived properties it does not mention. For instance, depending on one's views about the metaphysics of color, color properties may not be mentioned in any such evolutionary account. 


� Similarly, when I speak of ``normative properties'' in what follows, this should be understood in a weak, deflationary sense. 


� And to claim that some faculty or another for the formation of normative beliefs is reliable is, implicitly, to make certain claims about matters of a normative sort. For it is to implicitly make certain claims about which normative beliefs are true and false. 


� To be sure, there are limits to this. For instance, the development of normative faculties that are responsive to the suffering of others and to issues relating to reciprocity does have obvious value in an evolutionary context. Thus, although an evolutionary account will show that we could have developed normative faculties that failed to be responsive to these sorts of facts, it may not show that we could have done so easily. For more on this issue, see the discussion of argument (B) in section III below. 


� A further alternative would be to give up the project of giving a naturalistic account of the origins of our normative faculties entirely, but for the sake of this essay I want to set this option to the side. 


� For example, [Street 2006] hopes to use a skeptical argument of this sort to force us into thinking of the normative in mind-dependent terms. 


� It is a further question whether we might be able to reduce the normative to the non-normative via making use of our normative faculties. This sort of reduction is much more plausible than the sort of reduction I am setting aside here. 


� In [Street 2006]. See also [Joyce 2006]. Similar sorts of considerations are offered, with a more modest aim in mind, by [Gibbard 2003]. And an argument very similar to Street's lies at the center of [Plantinga 1993]’s argument that naturalism is self-defeating because the best naturalistic accounts of the origins of the mind defeat our entitlement to trust our basic belief-forming faculties. 


� To be clear, Street offers a number of different considerations in favor of her conclusions. In what follows, I will focus on the line of argument in Street's paper that seems to me most central to her concerns and most philosophically deep. But it is possible to see Street as raising other challenges in addition to the one I focus on here. 


� Thanks to an anonymous referee for pressing me on this point. 


� For example, we would surely put little faith in our scientific theories if we believed that the perceptual experiences on which they are based are worthless in the manner Street argues is true with respect to our normative faculties (realistically construed). 


� In other words, as [Coop 2008] puts things, even if our basic normative faculties do not track the normative truth with perfect accuracy, they must at least “quasi-track” it. That is, they must get us close enough to the truth so that reasoning and reflection can get us the rest of the way there. 


� The point I am making here is a quite general one, but the psychological research into the pervasive role our emotional responses play in shaping our moral and normative views only strengthens this point in the human case. For given this research, there is very little plausibility in the claim that our considered normative judgments are insensitive to evolutionary-significant factors. See, for example, [Haidt 2001].


� For the same reasons, it is important to recognize that Street's challenge is not based on the sort of crude evolutionary theorizing that assumes that a faculty only tracks the properties it evolved to track. Rather, Street wants to argue that given normative realism and evolutionary theory, we could only be successful at tracking the normative truth given a wildly implausible coincidence or fluke.


� I mean this in a broad sense that includes both internalist and externalist approaches to justification so long as these approaches are anti-skeptical in character. 


� Plus, potentially, other forms of evolutionary change.


� See, for example, [Rozin 2000]. 


� Of course, determining the degree to which this is the case for any given normative faculty would require much closer examination of the data available to us. But the general point I am making here does not depend on the precise degree to which this or that normative faculty passes this sort of test. 


� Thanks to Sinan Dogramaci and Matt Kotzen for discussion of this example. 


� The same is true, in the present context, even if we weaken (ii) to read:��(ii*) Therefore, we have no reason to believe that the development of our normative faculties was likely to be sensitive to whether they were reliable.��For while it is true that evolutionary theory on its own gives us no reason of this sort, in the present context it would be a mistake to move from this claim to the claim that we have no reason to believe that the development of our normative faculties was likely to be sensitive to whether they were reliable. After all, we are assuming that we do possess a prima facie entitlement to treat our normative faculties as reliable. And so long as evolutionary theory does not provide us with some reason to regard these faculties as unlikely to be reliable, this initial entitlement will be undefeated. In which case, it will provide us with a basis for believing that their development was (directly or indirectly) sensitive to their reliability in much the manner described above. So even when (ii) is weakened to (ii*), the move from (i) to (ii*) is one the realist should reject.


� Thanks to an anonymous referee for pressing me on this point. 


� On the idea that evolutionary pressures generate convergence towards strategies that embody a reasonable level of reciprocity see, for example: [Axelrod 1984] and [Joyce 2006].


� To be clear, I don't want to claim here that these sorts of considerations should have absolutely no force. All that I want to claim is that they fall short of providing us with grounds to completely distrust our normative faculties in the manner that authors like Street suggests is the case, at least given normative realism. 


� Of course, it is not at all obvious that, say, a mind-dependent or constructivist account of the nature of normative facts would really score better with respect to this criterion than the realist's account does. For a mind-dependent account of normative facts will, of course, consist in some set of basic principles about how normative facts relate to non-normative facts about our normative attitudes. And these principles will have many, if not all, of the structural features of the realist's basic claims about how the normative supervenes on the non-normative. But in order to evaluate this issue in detail, we would need to have before us a particular anti-realist theory of this sort. 


� See Enoch (forthcoming) for a more extended discussion of some similar ideas. Enoch also goes on to discuss the sort of explanation of the reliability of our normative faculties a realist might propose, which is the main topic of his essay, in much greater detail than I do here.��For an especially detailed discussion of how the realist might respond to this explanatory challenge, given a particular variety of realism, see Copp (2008).


� Although it is not obvious that, say, a mind-dependent anti-realist's account does any better on this score. 


� It might be objected here that the problem with the realist's account of these issues is not simply that it is based on the conjunction of explanatorily-unrelated claims - but also that these claims require us to accept the existence of reliable correlations between explanatorily-unrelated factors. But this seems to mischaracterize the realist's position. For example, suppose the realist's account of the normative bottoms out, in part, in the claim that pain is objectively bad. This is a claim about how two sorts of facts are correlated with one another - namely, that facts about objective badness supervene on facts about pain. But is it a claim about how two explanatorily-unrelated factors are correlated? There is no reason for the realist to accept this. After all, the realist is perfectly entitled to say that the fact that some state involves pain explains why this state is objectively bad. Thus, in accepting these sorts of claims, the realist should not be viewed as accepting correlations between explanatorily-unrelated factors. Instead, he should be viewed as claiming that there are certain explanatory relations between the non-normative and the normative which cannot be further explained. (So if the realist can be accused of accepting correlations between explanatorily-unrelated factors, this is only true in the sense that any fundamental principle in one's theory of everything will involve such correlations.) 


� Compare [Gibbard 2003].


� As Hume, for example, may have believed, at least up to a point. 


� It might be doubted whether our best explanation of the development of our perceptual faculties could ever show these faculties to be completely unreliable across the board. For any such explanation would seem to completely undermine our own warrant for believing it as well. Thus, there is a lower bound on the degree to which we might fail this test. But the fact that there is such lower bound does not make the fact that we have exceeded it completely insignificant. After all, even if a professor is too kind-hearted to ever give out a grade lower than a C, this does not rob the receipt of an A from him of all value. 


� Compare [Korsgaard 1996].








